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1 Introduction

Well done. You’ve decided to take a step forward and apply for a role at Optiver. Or
maybe you’re just thinking about doing it but are not sure if it’s right for you.

Either way, the purpose of this note is to tell you more about our trading and research
jobs. We will provide information on what working at Optiver is like so that you have
a better understanding of what’s involved. We will also talk a little bit about the
selection process to take some of the weight off of your nerves.

2 Who are we looking for?

The first thing you need to be able to do to work at Optiver is to derive the Black
Scholes equation from scratch:
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Just kidding. In fact, you don’t need to have any knowledge of financial maths to
apply for a job with us. Our training programs will teach you everything you need
to know. All you should have is a strong mathematical foundation, a love of solving
problems and a desire to learn more about the maths of financial markets.

Bring along your maths brain. We will teach you the rest.

What sort of maths do you need to know? For sure, calculus, probability and statistics
are key. The following three exercises are designed to give you a flavour of the sorts of
things we would like you to be able to think about.

Exercise 1. Two cards are pulled out from a standard deck of 52 cards. What is the
probability that they have the same suit?

2



Exercise 2. You and a friend are going to play a game with a 50c coin, a $1 coin
and $2 coin. You may choose one coin to be your coin. Then all three coins will get
tossed in the air. If a coin lands on Tails, it counts zero for its owner. If a coin lands
on Heads, then it counts for its value in cents for the owner. Whoever gets the largest
score wins all three coins (in the case of three tails the toss is repeated). What coin
should you choose to maximise your expected monetary win?

Exercise 3. Compute the integral ∫ e2

e

1

x lnx
dx.

You don’t necessarily have to be able to do these three problems but you should
definitely feel some sort of internal pull to give them a good old attempt! This is what
we look for: a drive to solve mathematical problems.

This is the best part of working at Optiver. Our building is full of brilliant people
from different paths that have come together to work on one problem: improving the
world’s financial markets. We do this by providing stability and certainty through the
activity of market making (we will tell you a bit more about this soon!).

3 Trading or Research?

Here’s a question that many applicants grapple with: are you more suited to being
a trader or a researcher? Both roles require a penchant for mathematical problem
solving; it’s the activities that traders and researchers do that are quite different.

Traders spend a good deal of their time plugged in to financial markets making deci-
sions quickly and discussing these decisions in an active environment with colleagues.
Researchers tend to work at a deeper level, doing the rigorous thinking that a trader
often does not always have the time or research experience to do.

So, what role might fit you best? The above paragraph might have helped to push you
in the right direction. It’s also interesting to note that employees at Optiver are able
to move between roles if they are looking for a better fit or a new challenge.

Despite the difference in the day-to-day, traders and researchers are both working on
the problem of improving the market. To understand what this means, we need to talk
a little bit about Optiver’s principle activity.
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4 Market Making

Buyers and sellers

Let’s consider a financial instrument that some creative being out there has dubbed
X. What exactly does X do? For the sake of giving an example, let’s say that if you
buy X, then you receive a payment if the stock market falls by 10%.

Note 1. It doesn’t really make exact sense to talk about the “stock market” falling by
10%. Usually such a financial instrument would have a specific stock index (such as
the S&P500 or the Nikkei 225) in its definition.

Note 2. A stock index is a collection of stocks with some weighting applied to it. For
example, to calculate the value of the S&P500, one takes the stocks of 500 large com-
panies (Apple, Amazon, Microsoft, etc.) listed on stock exchanges in the United States
and smushes them together in a precise mathematical way to get a single representative
value.

Why would anybody buy X? I suppose for the same reason that they buy insurance on
a house: they would not financially survive a situation where a flood takes their house
out swimming. So they buy insurance to reduce the variance that they are exposed to.

Buying X in some quantity reduces the exposure to a large fall in the stock market.
For sure, there are people out there who want to buy this instrument; for example
those that cannot financially survive such a large fall in the stock market. Here are
some examples of the people who might buy X:

• A couple that are almost about to retire and live off of their superannuation
which is usually tied up in the stock market.

• A fund manager who manages people’s money for them and wants to protect
their clients from large losses.

• Someone who thinks the stock market is going to fall and wants to profit from it.

Of course, there are people out there who want to sell X. Wait, can you sell something
that you don’t own? You can with certain financial instruments - this is known as
short-selling. Here are some of the characters out there that might want to sell X:

• A couple that are a long way from retiring and want to take some risks in the
stock market to build up their wealth.
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• A fund manager who manages people’s money for them and believes that X is
overvalued so she short-sells X to improve the return for her clients.

• Someone who thinks the stock market is not going to fall and wants to profit
from it.

There are buyers and sellers of X. And then there is Optiver, who aims to be a market
maker of X.

How to make a market

Let’s say that we plug ourselves into the exchange where X is traded and we have a
peek at the market. It might look something like this:

In the middle column, there is a fixed list of prices that X can trade at. These are
listed in descending order.

On the left of each price, you can see a number denoting how many lots of X are
desired by buyers. On the right of each price, you can see the number of X that is
wanting to be sold by sellers.

So, there could be 17 different people that want to buy one lot of X for $11. Or it
might be one single person who wants to buy 17 lots of X. Or it might be something
in between these scenarios.
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There are 4 lots of X waiting to be sold at $14. Again, this might be two different
participants out there, for example there could be one person wanting to sell one lot
and the other person wanting to sell 3 lots.

So, in short, there is a marketplace for X containing people wanting to buy and sell.
The problem? Right now, as it stands, if a buyer wants to buy then they need to pay
$14. If a seller wants to sell, they will need to sell to the first buyer at $11.

If these trades actually take place, then some amount of X trades at $14 and then
some amount of X trades at $11. These are quite large swings in price. In fact, seeing
these quick price changes might even deter some participants from trading, for large
price swings often indicate a volatile asset.

After having a glance at this market, a trader at Optiver decides to improve it by
making it more stable. Using a slither of whiz-bang mathematics, she works out that
the fair theoretical value for X is actually about $12.50.

Our trader then makes a market by inserting both buy and sell prices into the exchange.

Making a market involves providing both a buy and a sell
price for an instrument.

She inserts a buy order for 10 lots of X at $12 and a sell order for 10 lots of X at $13:

Our trader should be pretty happy if she trades. She believes that X is worth $12.50
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and so is happy to buy it at $12 or sell it for $13. Indeed, she would expect to make a
theoretical profit of 50 cents per lot that she trades.

The market participants are happy here too. This market is now more liquid. A buyer
can buy it immediately for $13 and a seller can sell it immediately for $12. The market
is now fairer for its participants.

Risks

There are a few things that might spring to mind from this simple market making
example.

The first is that our trader is taking on risk by inserting her orders into the exchange.
What if a buyer immediately buys the 10 lots our trader is offering at $13. Our trader
will then have a short position in the instrument X. If X increases in value, our trader
will be losing money. Don’t forget that markets can move, and move quickly too!

In our example, it’s not that unlikely that our trader finds it easy to sell X but hard
to buy. Go back and have a glance at the market for X. Something observable is at
play here: demand. There actually does seem to be more buyers than sellers in this
market. This can create upwards pressure on X, something that a purely mathematical
approach may not always take into account.

Fortunately, our traders are very intuitive and resourceful, and there are ways to adjust
our market making to account for the fact that there is more risk in selling this product
than buying. Here are a couple of ways that our trader might try to adjust her market
making.

• Our trader could adjust her theoretical value of $12.50 up to include an additional
amount that reflects the risk involved in selling. Perhaps her new revised fair
value for X is $13. Now, when she makes a market on X, perhaps her buy price
will still be $12 but her sell price will be $14.

• Our trader could put in an order of 10 lots on the buy side but only 5 lots on the
sell side, again reflecting her hesitancy to sell.

The problem with these approaches is that they exacerbate the demand problem by
increasing upwards pressure. Market makers should try and relieve directional pressure
on these instruments as much as possible. So how does our trader use her maths brain
for good?
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Correlation trading

One way that Optiverians take their market making to the next level is through the
use of correlation trading.

For the above scenario, we would seek to find a different instrument Y that is strongly
correlated to X but has more supply on the sell side. Our market maker could then
buy Y and sell X. These two trades would have offsetting risks and would provide
market participants (on both instruments) with additional trading.

Let’s say that our trader sifts through the data and finds an instrument Y that is
positively correlated to X. Here is a plot of the time series of these instruments for
the last 200 days:
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That’s quite a journey! As discussed earlier, we can see that our instrument X has
been trading around $13 these last few days.

It also looks as though instrument Y has experienced strong selling pressure lately. As
such, it could be a perfect candidate for our trader to buy to offset the risk from selling
X. It’s positively correlated to X and easy to buy.

So, our trader can go ahead and start market-making X by showing the intended buy
price of $12 and the sell price of $13. She expects to find it easy to sell. As she starts
to passively sell X, she offsets the risk by actively buying Y . Not only does this offset
the risk, but she might also expect this spread-trade (short X and long Y ) to have
positive expected value.
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To summarise, here are the main reasons that our trader puts on this spread-trade.

1. There is upwards (buying) pressure on X and downwards (selling) pressure on Y
from the market participants.

2. Optiver can provide liquidity to the market by selling X and buying Y .

3. X and Y are positively correlated and therefore the risk from selling X can be
reduced by buying Y .

4. Our trader might be expecting to profit if the spread comes back into line i.e. X
decreases in value as Y increases.

This process is known as correlation trading and is crucial in accessing and distributing
liquidity between places.

Correlation trading allows us to distribute liquidity between
different instruments.

An experienced trader can spot a strong correlation trade from eyeballing, but math-
ematics can be used to explicitly quantify the opportunity. In this case, the trader
produces a scatterplot of X and Y and decides a linear regression is suitable:
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Having employed our good friend statistics, we can now discuss the scenario in concrete
terms using the normal tools of linear regression. Firstly, we can determine that r2 =
0.82 (where r is the usual correlation coefficient), thus validating our hunch that X
and Y are positively correlated. We can also nab a linear estimate for Y given X:

Ŷ = 0.52X + 1.03

The equation is immediately useful, specifically that given a change in X we expect
Y to change by roughly half as much (given the 0.52 out the front of the variable X).
This means that the trader who is short N lots of the instrument X must buy roughly
2N lots of the instrument Y to hedge their exposure.

Moreover, if there is no good reason for the dispersion between X and Y besides
the recent market flow, the trader expects to realise a profit from the instruments
eventually reverting to their fair value (which in this case would be on the regression
line). Currently, Y is trading around $5.50 but our linear estimate suggests it should
be trading at $7.50. Therefore, we expect to make $2 for every unit of Y we buy to
hedge our short X exposure.

Of course, any trader that puts on this spread-trade will need to be able to stomach
further increases in the spread!

Much of a trader’s day-to-day is concerned with finding the correlation trades that
improve liquidity, maximise expected value and minimise variance. Optiver employs
correlation trading across asset classes, but it’s a class of instruments known as options
that provide the ideal subject of such a strategy.

5 Options

A friendly introduction

At Optiver, trading options is our bread and butter. These financial instruments have
a rich history, but in wanting to keep this a note instead of a novel, we will stick with
the following very simple definition.

An option is a contract that locks in a trade at a fixed price
and date.
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From the definition, we see that options can be used to give certainty to market par-
ticipants. Options are very much akin to the made-up instrument X we saw in the
Market Making section.

Example. Let’s say that you and your friend have done some research into a
company and you both decide to buy a portion of shares. You each buy 100 shares
at $100 each. Over the next few years, the company does pretty well; in fact, the
new stock price is $150.

One day your friend shows you some troubling news that could really put a damp-
ener on the company’s future. In fact, he believes that the stock price could halve
in the next few months, putting you both at an overall loss.

You and your friend handle this differently. You decide to buy $130 put options
with a four month expiry. These instruments allow you to sell your shares for
$130 at a fixed time four months from now. If it happens that the stock price has
collapsed in that time period, then your options give you the right to sell them at
a much higher price, protecting you from financial disaster.

Your friend sells his shares and locks in his profit. But he uses some of the profit
to buy $150 call options with a four month expiry. These options allow him to buy
his shares back at $150 four months from now.

Both you and your friend have used options to significantly reduce your financial
variance.

You might like to think of an option as the classic FOMO instrument. You don’t want
to buy or sell right now, but you certainly will want to if everyone else is doing it!

Put options lock in a sell price.

Call options lock in a buy price.

The price you lock in is called the strike price.

The date you lock in is called the expiration date or maturity.

At Optiver, many traders spend all day making markets on call and put options. That
is, inserting both buy and sell prices into the exchange so that market participants can
trade options at stable prices without crossing large spreads.
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The options space is perfect for correlation trading. To see why, let’s pretend it’s early
February (though it actually is as I write this!) and that there is a stock A that is
currently trading at $100. There will be options that let you lock in a range of different
prices over a range of different maturities (e.g. a $110 call option expiring in two weeks,
a $60 put option expiring in three years, etc.).

Let’s consider the following two options:

C1 = Call($110, 4th March 2022)

C2 = Call($120, 11th March 2022)

The first option, C1, lets you buy the stock on the 4th of March at $110. The second
option, C2, lets you buy the stock on the 11th of March at $120. You had better believe
that these two options are going to be positively correlated!

If C1 increases in value, most of the time this means that it is more likely that someone
is going to want to exercise (use) this call. The increase in price reflects this shift in
probability. But, of course, the value of the stock A on the 11th of March is closely
related to where it is on the 4th of March! So, as C1 increases, so must C2. In short,
the probability that C2 will be exercised is correlated to the probability that C1 will
be exercised.

Note 3. Before the purists come after me with their pitchforks: yes, it is possible for
C1 to increase in value if the probability goes down provided that the expected payoff
in the event of exercise increases enough to offset this. For example, a 5% chance of
winning $100 is worth less than a 2% chance of winning $5000.

A single stock can have thousands of options ranging in strike price and maturity, and
so there are a ridiculously large number of options we can pair up and trade against
each other. Of course, one also needs to be able to price options in isolation. The next
section will give a discussion of this.

Straddle pricing

It’s not often that I start a section off with a warning, but here goes:

Warning: This section ended up more mathematical than originally intended
(once I started I couldn’t stop!). Please direct all complaints to
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idonotwantajob@optiver.com.

Consider a game where I flip a coin. When it comes up Heads, you take a step right.
When it comes up Tails, you take a step left. Now have a go at the following exercise.

Exercise 4. After 25 flips, how far away from your starting position do you think you
will be?

Think about this for a moment before you read on.

As it turns out, mathematicians have solved this one for us.

Expected distance of one-dimensional random walk after N steps

E(distance) =

√
2N

π

(
1∓ 1

4N
+

1

32N2
± 5

128N3
− 21

2048N4
∓ · · ·

)

≈
√

2N

π
.

So, in our case where N = 25, we have

E(distance) ≈
√

50

π
≈ 4.

So, after 25 flips of the coin, we expect to be only 4 steps away from where we started.

Note 4. Some people tell me that the answer to the previous exercise is zero. This
is because they are interpreting it (incorrectly) as “what is your expected displacement
after 25 steps?”. Displacement can be positive or negative depending on direction.
However, distance after 25 steps is positive and so must have positive expected value.

Now, instead of thinking about you stepping left or right to the whims of a coin, imagine
the movement of a stock going up and down. We can ask a very similiar question: how
far from its current position will the stock be in t days?

Just to hit this point home: we are not worried about the direction here, only the
distance! We are going to talk soon about straddles : these are financial instruments
that roughly pay you the amount that a stock has moved, regardless of direction!
People buy straddles if they think the stock is going to move more than the market
has priced in.

13

idonotwantajob@optiver.com


A straddle is an instrument whose value is equal to the
expected move of the underlying stock.

So, back to the question of how far from its current position our stock will be in t days.
It depends on how much you expect the stock to move in a single day. A stock won’t
move the same amount every day like in our coin-flipping activity. You might look at
how the stock has moved in recent days and come up with an estimate ω̂ of how far
you expect it to move each day.

To really simplify things, let’s just pretend that your stock can either move up by ω
or down by ω on any given day. But then this is exactly the same as our coin-flipping
game except that we have scaled everything by ω. So we can use the good old formula
for the expected distance although we will need to scale the result by ω. We arrive at
the following:

E(distance after t days) = ω

√
2t

π

However, if anyone takes this formula in its current form to the financial markets they
will be punished (and hard too). Stocks do not move in such a rigid binary way.

An Important Mathematical Note

It turns out that the assumption of discrete stock moves in the set {±ω} is a bad
one. In reality, we generally expect the log-returns (see the next note) of a stock
to be normally distributed, say:

xi = logRi ∼ N (0, σ2).

Note that such a sequence of Gaussian variables will satisfy the asymptotic relation

N∑
i=1

|xi| =

√√√√ 2

π

N∑
i=1

x2i

as N tends to infinity. In short and in reality, the expected daily move is roughly
80% of the standard deviation of the log-returns.

Note 5. Why do we talk about log-returns? The log-return is the log of the return, but
why is this a useful thing to look at? Consider a stock with value St at time t where
t = 0, 1, 2, . . .. The daily return on the stock at time t is given by Rt = St/St−1.
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Note that taking the log essentially pulls out the percentage change in the stock. For
example, if a stock was trading at $2 yesterday and is trading at $2.10 today, then there
has been a 5% increase in the stock. We can get this in an explicit way by taking the
log-return

log

(
2.10

2

)
= log(1.05)

= log(1 + 0.05)

≈ 0.05

where the last line follows from the Taylor approximation ln(1 + x) ≈ x which holds
for small x.

What we want to do is get a formula for a one-dimensional random walk where each
step is a random variable plucked from the distribution N (0, 1). Then we can scale
it however we like. Actually, this is not too hard to do! If each step εi is normally
distributed with mean 0 and variance 1, then consider that after t days our final position
is given by

Xt = ε1 + ε2 + · · ·+ εt.

Since each εi is an identical independently distributed Normal random variable with
µ = 0 and σ = 1 we have that

Xt ∼ N (0, t).

This means that we have a nice probability density function for the position Xt of our
stock after t days:

p(x) =
1√
2πt

e−x
2/(2t).

This means that we can compute the expected value of |Xt| by integrating it over its
density:

E(|Xt|) =
1√
2πt

∫ ∞
−∞
|x|e−x2/(2t)dx.

I’m going to leave the calculus as an exercise for you.

Exercise 5. Do the integration and show that

E(|Xt|) =

√
2t

π
.

Wait, hold on a minute. Isn’t this result exactly the same as before?

You might think so. We saw that a one-dimensional random walk with steps in the
set {−1, 1} had this exact expected distance after t days. What we have shown here is
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that a one-dimensional random walk with steps generated by a random normal variable
N (0, 1) has the same exact expected distance.

The difference is in the expected daily move. For the binary random walk, your ex-
pected daily move is 1. For the Gaussian random walk, recall from the Important
Mathematical Note that you expect the log-returns to satisify something like this:

N∑
i=1

|xi| =

√√√√ 2

π

N∑
i=1

x2i

We can divide both sides by N to get

E(daily move) = σ

√
2

π
.

This means that your expected daily move for the case σ = 1. is going to be
√

2/π or
about 0.8.

OK, let’s bring it all home.

Exercise 6. Redo the preceding calculations with each step εi given by εi ∼ N (0, σ2).
Show that

E(|Xt|) = σ

√
2t

π

= E(daily move)
√
t

This is known in trading circles as the Straddle Approximation Formula.

In short, if you are working with stocks with normally distributed percentage changes,
then you can quickly estimate straddle values using your expectation for future stan-
dard deviation or average daily move.

The above result is something of a chainsaw for the options trader; it is rough but
powerful and quick. Indeed, on the trading floor, a common instrument we trade is a
straddle, and the price of many common straddles is quite closely delivered through
applying the straddle approximation formula. So, without options theory and the
Black-Scholes formula, we have seen how to price a straddle: all we need to know is
the time t to the expiration date along with our best guess for the volatility σ from
now to the expiration date.

The volatility σ of a stock is equal to the standard deviation
of the log-returns of the stock.
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Whether or not we will want to exercise an option is entirely dependent on what
happens from now until the exercise date of the option. But, time-machine-less beings
that we are, we need to draw on the past to make estimates about the future. Much
of an option trader’s career rests on their ability to take measures of past volatility
and synthesise these with information about upcoming events to come up with strong
estimates of future volatility.

We will talk a little bit about volatility modelling in the next section. For now, take a
break from reading and have a go at doing.

Exercise 7. Use calculus to derive a formula for how much the price of a straddle
changes after a day. This new function is called the theta (or time decay) of a straddle.

Exercise 8. (Challenge) What is the expected value of the maximum distance from
the origin over the length of the walk?

Volatility modelling

In the previous section, we briefly saw that traders can plug their estimate for future
volatility into a formula to get a price for a financial instrument (a straddle).

Traders will trade straddles of different maturities. Some of these may settle on the
location of a stock 5 days from now, whereas some may settle months or even years
away. Importantly, one will need to use a different volatility for different maturities
(have a think about why this is the case; we will come back to it soon).

So let’s say that you’re a fresh-faced trader (congratulations!) and you’re about to
start trading some straddles on a new product. Before you jump in and start trading,
you decide to take a look at where all of the straddles in the market are currently
priced. There are a range of different maturites and each one has a different volatility
(which you can get by using the market price for each straddle and rearranging the
straddle approximation formula to isolate σ).

Note 6. These are known as implied volatilities. These are the numbers that are
put into a formula to price the options. They may differ from both your historical
calculations of volatility and your future estimates of volatility.

When you have done this fairly-straightforward-but-nonetheless-enjoyable bit of maths,
you decide to produce a plot of volatility versus time-to-expiration for all of the strad-
dles that are trading for this product.
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The above plot is called a volatility term structure, and traders spend many an hour
thinking deeply about the term structures for the products that they trade.

At this point, let’s answer a question which we made mention of earlier: why would
we use a different volatility for different maturities?

Recall that volatility is closely related to the size of each step that the stock takes
on its walk. It is possible that we are supremely confident that nothing particularly
interesting or exciting is happening in the market at present, and so we expect a lower-
than-average volatility for the next 10 days. However, over longer periods of time, large
market events are more likely to occur, and this is reflected in our example by further
maturities using a greater volatility input.

Simplistically, perhaps there is a 1% chance of some random large move for the stock
each day. Over a period of t days, the chance that we have a large move becomes
1 − 0.99t which gets closer and closer to 1 for larger t. Importantly, a large move
implies more large moves, and this is what gives a term structure its shape.

Note 7. Volatility term structures can also be the other way around, where shorter
dated maturities have greater volatility. Have a think about when you might expect this
behaviour (this is actually the norm for a lot of stocks).

At this point you have gone into the market for your product and drawn out the
volatility term structure. It’s time for you to think about it through the following
question: are the volatilities fair?

Here is one of the first things that might jump out to a seasoned trader: the term
structure is not smooth. But there might be good reasons for the volatilities not
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being smooth. There could be events (earnings, economic meetings, elections, etc.),
trading holidays, dividends, seasonality and other things that give the term structure its
wonky shape. After you have accounted for all of these, there might still be wonkiness,
and assuming you have factored everything in, this wonkiness could just be market
inefficiencies caused by elevated amounts of buying or selling, as discussed in the Market
Making section.

Once you have done your darnedest to price things like events and dividends in, you
need to form an opinion of the term structure. Looking again at the term structure,
there are some odd changes to its convexity. We can see this better if we bring out our
inner first-grader and connect the dots:
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Note the pointy hat at the 512-day maturity. It is likely that this elevation is the result
of some large buying flow into these straddles. The market may have been saturated
with this one-way flow and as a result there could be very few traders willing to step
in to sell and so now the volatility there must trade at a premium.

This is where you, a mighty Optiver correlation trader, can help make the market more
efficient. You might come in and sell some straddles in the 512-day maturity. This
helps take some of the buying pressure away and goes towards restoring the volatility
to the fair trading level.

Now, the more maths we do, the more confidence we have, the more straddles we can
sell and the more likely we can kick market inefficiency in the pants. You might have
a very strong opinion on how the volatility for your product should look. In fact, you
might have built a mathematical model for your term structure. Here it is plotted
against the market volatilities:
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This allows you to quantify exactly how expensive the volatility in the 512-day maturity
it is. Moreover, other inefficiencies are revealed such as the cheap 128-day volatility.
You could correlation-trade these two maturities against each other, buying 128-day
options and selling 512-day options.

Note 8. Although 128-day options will be positively correlated with 512-day options,
this correlation will decrease over time. In 127 days, you will be holding 1-day options
against 385 day options and at this point there is no correlation to trade. As such, you
may want to consider buying a different maturity in your spread-trade.

Traders at Optiver spend a lot of time building and tweaking their mathematical models
for volatility. Any old function won’t do. It should be a function that encodes in the
particular dynamics of the product that you are trading. This means working through
historical data and trying to measure and quantify the special way that your stock
moves.

For example, the speed of mean reversion is different for different products. Some
stocks will absorb large market events in a single day and as such will have very steep
(right-angle looking) term structures representing a speedy reversion to the norm. In
other products, a market shock will have the most impact on the first day but still take
weeks to digest, resulting in a term structure that is not as steep at the front.

By building correct mathematical models, traders enter the market with confidence
and the ability to trade larger volume towards the goal of improving the market and
reducing inefficiency.

Exercise 9. Write down a suitable mathematical function that you could fit through
the volatility term structure in the above example.
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Exercise 10. Suppose that you expect volatility today to be 16 but over time you expect
the volatility to revert to its normal level of 20. Write down a simple function f(t) such
that f(1) = 16 and limt→∞ f(t) = 20.

Exercise 11. In the above example, introduce a parameter that controls the speed of
growth for the function f i.e. tweaking the parameter changes the values between t = 1
and t→∞.

6 The Selection Process

OK, you’ve read through all of that (or at least skimmed it whilst watching MAFS)
and you are enchanted. It’s time to get a job at Optiver.

The first step to getting a job in our Sydney office is to apply online. This is as easy
as going to our Careers Opportunities page and searching for trader and researcher
jobs. If you are unsure which one to go for, don’t stress – just take a pick and we can
work it out together later.

Once you’ve done this and we like the look of your CV and academic record (targeting
distinction average and above), you will be invited to complete our quantitative
challenge. This is a one hour online test focussing on your ability to work with
numbers and think both logically and quantitatively. There are four sections:

1. Probability: 5 questions in 5 minutes. Time might feel a little bit tight in
this first section. Trusting your gut here will work best; indeed, it’s actually
ridiculously hard to compute everything exactly. Interestingly, each of these five
problems can be reasoned through to an answer entirely in your head.

2. Quantitative Strength: 5 questions in 20 minutes. Now, pen and paper be-
come your friend in some maths problems that require a bit of slow thinking.
Make sure you take the time to understand the question. If you can get 2 or 3 of
these out of 5, you’re doing well. Spend your time wisely and channel your inner
Martin Gardner.

3. Risk and Reward: 2 questions in 15 minutes. It will pay to understand a little
bit about expected value and standard deviation for discrete probability spaces
here. For example, if you flip two coins and you are paid $1 for each one that
lands on heads, what is the expected value of this experiment? What about the
standard deviation? Would you rather play a game where you flip a single coin
and get paid $2 for heads?

21



4. Data Analysis: 4 questions in 10 minutes. This section involved downloading a
csv of some data, performing some sorts, calculating some statistics and drawing
some conclusions. Make sure you have Excel or the software of your choosing at
hand.

If you do well enough in our quantitative challenge, you will move forward to a quick
phone interview. This is to have a chat, find out who you are and how you engage
and communicate on a personal level. Don’t be nervous! Just be you. Be prepared
to tell us why you want a job at Optiver, what interests you about financial markets,
what your hobbies and interests are, your favourite subject at university, etc.

If you’ve made it this far, well done. We finish off the process with the final round
interviews and onsite visits (pandemic permitting). The process is slightly different
for trading and research but you can expect:

• behavioural interviews – we’re keen to understand your motivations, passions and
ability to collaborate with others.

• technical interviews designed to be close to the problems that you’ll be working
on.

• shadowing our traders as they make markets on the trading floor.

• gaining an insight to our renowned training program, with the opportunity to
ask any burning questions to key staff such as the Head of Education.

That wraps up our discussion of the selection process.

7 Resources

It can be daunting when you first start out on your trading journey. Nobody expects
you to consume textbooks whole (but it certainly doesn’t hurt!). My approach has
always been to find good key books for each field (i.e. one for probability, one for
correlation trading, etc.). Obviously, different people have their own learning styles
and so will like different books, but here is the set of resources that have served me
well during my time on the trading floor.

Fifty Challenging Problems in Probability. F. Mosteller.
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This book is an incredible way to build your probability skills by solving problems
instead of learning theory. Each problem seems to provide something new. This is a
really good resource for someone about to go through the interview process at Optiver.

Introduction to Probability. C. M. Grinstead and J. L. Snell.

A solid university treatment of probability but with really exciting problems and ap-
plications at every turn. Neat chapter on random walks with a discussion of the arcsin
laws. Available as a PDF online for free.

Pairs Trading: Quantitative Methods and Analysis. G. Vidyamurthy.

A really good book that lays out the theory for correlation trading. No need to know
any of this prior to your interview, but it’s not a bad resource if you’re looking at
trading competitions such as Optiver’s Ready Trader Go.

Option Trading. E. Sinclair.

This book has been used for a fair few years in our in-house training course, though
these days we are starting to deliver the theory using our own resources. It’s a pretty
good introduction to the maths of trading without requiring you to know anything
about stochastic calculus and all that other delicious stuff.

The Algorithm Design Manual. S. S. Skiena.

This beast of a book is a bit of a go-to for software interviews at tech companies and
is a bit of overkill. Nonetheless, I really enjoyed the practical way this book develops
ones ability to think computationally and build robust, efficient, clean algorithms.
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